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Abstract
Informed search algorithms like A* rely on heuristics to find
optimal solutions quickly. Understanding the behavior of
these algorithms and the heuristics they employ is of great
importance in AI research. Visualizations can often provide
some insight. However, visualizing large search spaces can
be challenging. Previous approaches have emphasized 2D
grids where the planar nature of the search space makes it
easy to visualize. However, techniques that work well for
2D grids are not applicable to permutation problems like the
sliding-tiles puzzle, one of the most commonly used problems for evaluating search algorithms. These search spaces
are often so large that they must be represented by implicit
graphs. Recording each unique state for these problems
would require more computing resources than are often available and are thus difficult to visualize. In this paper we
propose visualizing the search tree; the states visited by the
search rather than the entire search space. We propose visualizing these search trees using a Sunburst diagram and show
how this technique was used to gain insights on two commonly used heuristics for the sliding-tiles puzzle.

Introduction
Best-first search algorithms such as A* (Hart, Nilsson, and
Raphael 1968) are widely used for solving graph search
problems in artificial intelligence. The A* search strategy
finds optimal solutions by prioritizing search through nodes
in the graph that appear to lead to cheaper solutions. A*
uses a heuristic function to determine which nodes appear
most promising. A heuristic function takes as input a state
eg., a location on a 2D map, and computes an estimate of
the cost to reach the goal (cost-to-go) from that state. How
to construct a good heuristic for a search problem or what
makes a heuristic a good heuristic is not always obvious,
motivating much research on this topic. Visualizations, like
the one shown in Figure 1 can often provide some insight. In
this example the search problem is a 2D grid world. Black
pixels represent blocked locations and white locations are
traversable with 4 way movement. The objective is to find a
cheapest (shortest) path from the starting location (centered
vertically 50 pixels from the left) to the goal location (centered vertically on the right edge). Areas highlighted in color
represent locations visited by the search. Locations visited
early in the search are colored yellow while areas visited
later in the search are red.

Figure 1: Visualizations of breadth-first search (upper left)
and A* search with a weight of 1 (upper right), a weight of
1.2 (lower left) and a weight of 1.5 (lower right).
The top left corner illustrates the behavior of a breadthfirst search. Breadth-first search is an uninformed search
strategy. It systematically explores the search space in a
brute-force manner, one depth layer at a time, until it encounters a goal. From this visualization we can easily see
that it explores nearly the entire grid before reaching the
goal. The top right corner shows the behavior of A* search.
A* is guided by a heuristic function that estimates the costto-go by computing the Manhattan distance between a location and the goal. From this visualization we clearly see that
A* explores many fewer locations than breadth-first search,
pruning away much of the search space thanks to the heuristic guidance. Weighted A* (WA* Pohl 1973) increases the
pruning power of the heuristic by multiplying it by a constant. The bottom left shows the behavior of WA* with the
same heuristic using a weight of 1.2 and in the bottom right
using a weight of 1.5. Increasing the weight causes A* to
act more like greedy search, trading solution quality (finding longer paths) for solving time.
Visualizations like the one in Figure 1 serve to deepen our
understanding of search algorithms and demonstrate the advantages of A* over uniformed search strategies. Problem
domains like the 2D grid world are ideal for these kinds of
visualizations because of their planar nature. However, they

Figure 2: A random configuration of the 8-puzzle (left) and
the goal configuration (right).
cannot be used for permutation problems like the slidingtiles puzzle which is perhaps one of the most commonly
used problems for evaluating heuristic search techniques.
Moreover, 2D grid world problems are often small enough
to be represented by explicit search graphs. The entire state
space can be recorded in memory. Permutation problems
on the other hand are often so massive that it’s not possible
to record the entire state space. These problems are represented by implicit search graphs. Rather than recording all
possible states and their connections, states are generated as
they are encountered by the search. Implicit graphs require
an initial state, a goal state and the operators that are used
to generate all states reachable from any given state. Visualizations like the one shown in Figure 1 cannot be used with
implicit search graphs.
The main contribution of this paper is a technique for visualizing the behavior of heuristic search algorithms on arbitrary problems. We propose using Sunburst diagrams to
visualize search trees rather than entire state spaces. The
search tree is the collection of states visited by the search
algorithm where the initial state is represented by the root
of the tree and the goal is among the leaves. The states visited by heuristic search algorithms often represent just a tiny
fraction of the entire state space, making them much easier
to work with. In this paper we show how this visualization
technique can be used to gain some insights on two commonly used heuristics for the sliding-tiles puzzle.

Sliding-Tiles Puzzle
The sliding-tiles puzzle has well-understood properties and
is a standard benchmark for evaluating heuristic search algorithms. Some have referred to these puzzles as the “fruit
flies” of AI research. The sliding-tiles puzzle has N tiles arranged on a grid square. A tile has N + 1 possible locations
on the grid, with one location always being empty. Tiles adjacent to the empty location can slide to the empty location
and only one tile can be moved at a time. As a heuristic
search benchmark, we want to find the goal configuration
for this puzzle, starting from some initial configuration, using the fewest possible moves. Figure 2 shows example configurations of the sliding-tiles puzzle with N = 8 tiles (the
8-puzzle) in a random configuration (left) and in the goal
configuration (right).
It might not seem intuitive at first, but we can model this
puzzle with a graph by representing each unique configuration of the tiles as nodes in the graph. An edge connects
two nodes if there is a single move that transforms one con-

Figure 3: A fragment of the sliding tiles search space.
figuration into the other. Figure 3 is an example of a search
tree for the sliding puzzle. The initial configuration is rooted
at the top of the tree, edges connect different nodes (states)
that are one move away. There are N ! possible ways to arrange N tiles on the grid but there are actually only N !/2
reachable configurations or states of the puzzle. This is because the physical constraints of the puzzle allow us to reach
exactly half of all possible configurations.
Heuristic search algorithms are often evaluated on instances of the puzzle with 15 tiles or more. A puzzle with
15 tiles has 16!/2 = 10, 461, 394, 944, 000 reachable states
and requires variants of the A* algorithm that use external memory (Hatem, Burns, and Ruml 2011) or techniques
that achieve linear space complexity (Korf 1993) in order
to solve random instances. Burns et al. (2012) recently
showed that random instances could be solved with roughly
30GB of RAM with efficient implementations. To get an
idea of the size of the 15-puzzle state space, suppose that
we could represent a state with just a single byte (which is
impossible). To store the entire state space we would need
more than 10TB of memory. This makes visualizing the
search space difficult. In this paper we use the 8-puzzle because it has similar properties to larger puzzles but has only
9!/2 = 181, 440 reachable states and is therefore much easier to work with. However, as we explain later, our approach
can also be used with larger problems like the 15-puzzle.

Heuristics
Misplaced Tiles and Manhattan Distance are two of the most
well-known heuristics for the sliding-tiles puzzle. The Misplaced Tiles heuristic counts the number of tiles in a configuration that are not in their goal locations. The Manhattan
Distance heuristic computes the sum of the Manhattan distances of each tile to its goal location. Both of these heuristics compute a lower bound on the true cost to reach the goal
from a particular configuration of the puzzle. The Manhattan
distance heuristic is a better heuristic because its estimate
is closer to the true cost-to-go. For problems where there
are many heuristics to choose from, it’s not always obvious
which heuristic is better or why certain heuristics work so
well. One of the main contributions of this paper is a visualization technique to help elucidate why some heuristics
might work better than others.

Shape

Figure 4: A simple Sunburst diagram.

Evaluation
The Sunburst diagram is a space filling visualization that
uses a radial layout to represent large tree structures. The
root of the tree is placed at the center of the diagram and
child segments are bound to the angle of the parent. The
colors of the segments represent one or more dimensions of
the data. The size of each segment is often strictly a function
of the layout. Parent segments are given enough space to fit
the child segments along its perimeter. Figure 4 shows an
example of a Sunburst diagram.
In this section we evaluate the Sunburst visualization as
a tool for analyzing search trees. The root of a search tree
is the initial state and the goal is among the leaves. The
nodes of the search tree correspond to the states visited by
the search. The Sunburst visualization we used is based on
TreeViz, an open source project designed to support the visualizations of large tree structures. We made modifications
to TreeViz for the purposes of our evaluation. We used a
diverging color palette in all of the diagrams, where green
represents the smaller values and red represents larger values.
We implemented the A* and Weighted A* search algorithms, the 8-puzzle domain and the heuristics in Java. To
compute the error in each of the heuristics we expanded the
entire 8-puzzle state space using a breadth-first expansion
from the goal state until all of the 181,440 unique states were
generated. We recorded the true cost to reach the goal along
with the Misplaced Tile and Manhattan Distance estimates
for each unique state. Next, we generated a collection of
search trees using random initial states of varying distances
from the goal. Most of the diagrams in this paper are based
on the 751364208 configuration (each span of 3 digits represents the tiles on a row from top to bottom and 0 represents
the blank tile).

In Figure 1 shape was the most informative feature of the visualization. It clearly showed the advantages of using an informed search algorithm. As with Figure 1, we found shape
in Sunburst diagrams to be effective at comparing the pruning power of different heuristics. A* generates far fewer
nodes using the Manhattan Distance heuristic because it is
more accurate. The top row of Figure 5 contains Sunburst
diagrams of A* using Misplaced Tiles (left) and Manhattan Distance (center) heuristics and the WA* algorithm with
Manhattan Distance (right). The pruning power of the superior heuristic is clearly evidenced by the sparsity of the
center diagram. Because the Misplaced Tiles heuristic carries more error, it is less effective at guiding the search along
the more promising paths, exploring more of the space before finding a solution, resulting in a more densely populated
diagram. We can also see that A* with the Manhattan Distance heuristic appears to be vacillating between just 3 to 6
different search paths, evidenced by the longer wider spikes.
Shape is also helpful in showing the greedy search behavior
of WA*. The diagram (top right) shows that the search is focused on a very small set of possible solution paths, giving
up on the other paths very early in the search.

Monotonicity
The A* search algorithm is guaranteed to find an optimal
solution if the heuristic is admissible (it never overestimates
the cost-to-go). The state evaluation function used by A*
is defined as f (s) = g(s) + h(s) where g(s) computes the
cost to reach state s and h(s) is the heuristic estimate of
cost-to-go from s. This function f is always monotonically
increasing if h is admissible. However, when the heuristic is
weighted, as in WA*, it tends to overestimate, especially for
the heuristics in our evaluation. This makes the heuristic in
WA* inadmissible and f may not be monotonic. Therefore,
WA* is not guaranteed to find optimal solutions. We found
the Sunburst diagram to be effective at showing whether f
was monotonic. The bottom left diagram in Figure 5 shows
an example of a search tree generated by WA*. In this diagram color represents the output of the evaluation function
rather than the heuristic. The lack of monotonicity of f is
evidenced by the rippling effect in the diagram, indicating
that f is decreasing periodically as the search proceeds outward from the initial state towards a goal.

Error
The Misplaced Tiles and Manhattan Distance heuristics are
both lower bounds on the cost-to-go and the later is a better
heuristic because its estimates are closer to the true cost-togo. We’d like to get a better sense of how accurate (or inaccurate) these heuristics really are. We compute the heuristic
error as the difference between the true cost-to-go and the
heuristic estimate. Using the Sunburst diagram we can get a
sense of how this error is distributed across the state space.
The diagrams on the bottom center and bottom right in Figure 5 show how the heuristic error is distributed across the
entire 8-puzzle state space. Until now all diagrams have had
the initial state rooted at the center. These diagrams have the

Figure 5: TOP: Sunburst diagrams of the search tree induced for a random instance of the 8-puzzle using A* with the Misplaced
Tile (left) and Manhattan Distance (center) heuristics and Weighted A* using Manhattan Distance (right).
BOTTOM: A Sunburst diagram showing the lack of monotonicity in the heuristic (left). Sunburst diagrams showing the error
in the Misplaced Tiles heuristic (center) and the Manhattan Distance heuristic (right) for the entire 8-puzzle state space.
goal state rooted at the center. Green represents low error
and red represents high error. We can clearly see that the
Misplaced Tiles heuristic (bottom center) suffers from high
error especially further out from the goal state where thick
bands of yellow and red are clearly visible. On the other
hand the Manhattan Distance heuristic (bottom right) does
not exhibit the same yellow and red banding. Moreover, the
Manhattan Distance diagram shows green spikes that reach
almost all the way out to the edge of the diagram. This
would suggest that there are certain paths where the Manhattan Distance heuristic maintains its accuracy at greater
distances from the goal.

We are able to visualize the distribution of error over the
entire 8-puzzle state space because it is small enough to
record the true cost-to-go and heuristic estimates for every
unique state. To do this for larger problems like the 15puzzle we would need more computing resources than is
typically available to researchers. However, an exhaustive
brute-force enumeration of the entire state space is not necessary to get a sense of how error is distributed. Instead, a
random sample of the space should be sufficient. We leave
this for future work.

Conclusion
The performance of heuristic search algorithms like A* rely
heavily on the heuristics they employ. We used a Sunburst
diagram to compare two commonly used heuristics for the
sliding tiles puzzle by visualizing the search trees of A* and
Weighted A*. We found the shape of a Sunburst to be effective at showing the pruning power and greedy behavior
at a glance. Monotonicity of the heuristic can be verified
quickly by the lack of rippling in a Sunburst diagram. However, we found Sunburst to be most effective at visualizing
the error in a heuristic. The Sunburst diagrams we used in
our evaluation helped verify well-known properties of the
Misplaced Tiles and Manhattan Distance heuristics. Moreover, we were able to gain some new insight about the accuracy of the Manhattan Distance heuristic. We believe the
Sunburst diagram has the potential to increase the analytical toolbox for researchers and hope these results motivate
further work on incorporating visualizations in the study of
heuristic search.
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